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Abstract—This paper presents an efficient approach for
generating suitable system architectures for embedded systems
efficiently. Thereby, we focus on a joint generation of schedules
and deployment for mixed-criticality multicore architectures
using shared memory. The presented approach computes task
and message schedules that are optimized with respect to a
global discrete time base. As part of the solution, our approach
generates an optimized assignment of tasks to computation
resources (cores) concerning local memory constraints of cores
and criticality constraints of tasks. This approach is integrated
into the AUTOFOCUS 3 tool-chain, using a formally defined
model of computation with explicit data-flow and discrete-time
semantics to develop multi-criticality embedded systems.

Our approach relies on a symbolic encoding scheme, based on
a system model that is derived from the system architecture. This
paper provides a formalization describing the scheduling problem
as a satisfiability problem using boolean formulas and linear
arithmetic constraints. A state-of-the-art satisfiability modulo
theory (SMT) solver is used to compute the joint schedule and
deployment for such architectures. This paper demonstrates that
state-of-the art satisfiability modulo theory solvers can be used
to efficiently compute (safety-oriented) deployments including
real-time task and communication schedules for mixed-criticality
applications.

I. INTRODUCTION

In embedded systems, applications are generally con-
structed as a set of tasks, interacting via exchanging messages.
Due to real-time requirements, embedded systems are often
implemented using concurrent hardware like multicore plat-
forms. Therefore, these tasks are then – manually – allocated to
a set of computing resources (cores) and communicate via mes-
sages passing over a shared communication resource. In most
of the current multicore systems, this shared communication
resource is implemented as a shared memory. Shared memory
architectures support convenient interconnection of cores, us-
ing a separation mechanism guaranteeing coordinated access
to the shared memory used by multiple applications allocated
to different cores. In the following, we assume that separation
is guaranteed by the use of a local memory protection unit
(MPU). The MPU prevents an erroneous application to modify
the memory content of another one, restricting access to
predefined memory regions to guarantee spatial separation.

For such a system composed of a number of tasks con-
currently executed on separate cores and communicating over
a shared memory, a configuration is needed to guarantee
functional and non-functional system requirements [1]. Such

a configuration can be obtained by a scheduling policy that
provides a suitable off-line schedule, namely an execution
ordering of task and messages, corresponding to a given
deployment, i.e., the allocation of tasks to cores.

Embedded systems in general may have hard real-time
constraints. Therefore, a scheduling policy has to take into
account not only the constraints imposed by the applications
– like the causality induced by the communication between
the application tasks – but also the characteristics and effi-
cient usage of the underlying communication and computation
platform. To ensure efficient use of the platform resources
– including communication and computation bandwidth as
well as memory – in approach presented here, problems of
task scheduling and message scheduling are regarded in an
integrated way.

Furthermore, embedded systems are often safety-critical,
meaning different parts of the application may have different
levels of criticality. Current standards like the IEC 61508 or
derived standards like the ISO 26262 require a separation
of individual parts of an application with different levels
of criticality. This can be ensured by assigning levels of
criticality – called Safety Integrity Levels (SIL) – to application
tasks and computing resources, and avoiding the allocation of
higher-level tasks to lower-level resources during deployment.
To ensure a safe and efficient treatment of mixed-criticality
systems, in the approach presented here, deployments are
generated that respect criticality-levels while optimizing usage
of resources.

In the following we apply solving procedures for Satisfia-
bilty Modulo Theories, generating deployments and schedules
that are optimized with respect to the AUTOFOCUS 3 model
of computation. AUTOFOCUS 3 (http://af3.fortiss.org)
allows modeling and validating concurrent, reactive, dis-
tributed, timed systems on the basis of a formal semantics
[2]. It provides a graphic user interface to specify embedded
systems in different layers of abstraction while supporting
different views on the system model, including the component
and platform view essential to the generation of deployments
and real-time schedules. Embedded systems are increasingly
developed in a model-based fashion with similar tools (e.g.,
Simulink or ASCET) allowing to perform quality assurance
on an abstract component-model of the system under develop-
ment. Therefore, it is essential to ensure that the generated
deployments and schedules maintain the properties of the



abstract model in combination with satisfying of real-time and
criticality constraints with the efficient usage of resources.

A. Related Work

Task scheduling for embedded systems has been inten-
sively studied in the literature. Well-known preemptive and
non-preemptive task scheduling approaches do not take into
consideration bus-related communication aspects. Specific is-
sues, such as communication protocols, assignment of slots to
messages, etc. are not addressed. These aspects are, however,
highly important for guaranteeing predictable system behavior
in the context of safety-critical distributed applications.

In this paper we address a scheduling policy for TDMA-
based applications that consider both task and message sched-
uling. Existing task allocation approaches can be roughly clas-
sified into two branches, namely static (offline) and dynamic
(online) approaches. The static scheduling approach [3], [4]
has been studied in past decades quite intensively in various
groups [5]–[7]. The usability of SAT solvers for scheduling
synthesis of distributed systems has been presented in [8].
In that approach, tasks are scheduled by a preemptive, fixed-
priority algorithm: Deadline Monotonic with preemption. The
approach presented here is based on the transformation of
the scheduling problem into nonlinear integer optimization
problems, solved by an appropriate propositional SAT solver.

Combined task and message scheduling is considered in
several other approaches. The approach advocated by Pree
and Farcas [9] introduces algorithms for automatic schedule
generation for task and message scheduling. This approach
is based on the so-called Logical Execution Time (LET) ab-
straction, which is harnessed by languages such as Giotto [10]
and the Timing Definition Language. Different techniques are
employed for task and message scheduling, namely, Earliest
Deadline First (EDF) for task scheduling and an heuristic
algorithm, adapted from Reverse EDF for message scheduling,
respectively.

Dynamic (online) scheduling strategies for shared memory
strategies are investigated in [11]. The authors present how
to distribute the task assignment function to the processors
by having idle processors allocate work to themselves from a
shared queue. A run-time spatial mapping and demonstration
of streaming applications on heterogeneous MPSoCs at run-
time is presented in [12]. Due to the high complexity of the
problem, pure runtime strategies mostly rely on fast heuristics

The general problem of task systems with precedence
constraints on multiprocessor platforms has been intensively
studied in literature [13]. Fisher and Baruah provide a feasi-
bility analysis that determines (prior to system execution-time)
whether a specified collection of hard-real-time jobs executed
on a processing platform can meet all deadlines.

In [14] a Tabu Search-based approach is proposed to solve
the optimization problem of mapping mixed-criticality real-
time application on distributed embedded architectures. This
approach deals with task mapping to processors, and sequence
and size of time slots. The related problem is however not
considering shared-memory based applications.

B. Organization

The paper is structured as follows. Section II provides
basic terms and notations, formalizes the given deployment
problem and gives an overview about satisfiability modulo
theories. The goal of this paper is reflected in section IV.
Section III provides on overview of the AUTOFOCUS 3 tool.
In section V we describe how we abstract to generate a
scheduling out of AUTOFOCUS 3 architectures. The novel
approach to deployment and scheduling synthesis is presented
in section VI, including its symbolic encoding. The industrial
use case and its formalization is described in section VII. Here,
the obtained results of the presented approach are described as
well. We conclude in Section IX.

II. BASIC NOTATIONS AND DEFINITIONS

In order to make this paper as self-contained as possible,
we provide some notations and definitions in the following.

A. Scheduling Model for Multicore Systems

A mixed-critical application may consist of several compo-
nents providing various functions. These functionalities can be
described as computational activities, called tasks. We define
T = {t0, t1, ..., tn} as a set of tasks. These tasks generally
communicate by messages – in the following represented by
M = {m0,m1, ...,mo} – and therefore cannot be executed
in arbitrary order. The dependency of tasks is described by
a precedence relation defining the execution ordering and is
represented as a directed labeled graph, called precedence
graph G = {T,E}, where E ⊆ T ×M × T represents the
dependencies between these tasks via the exchanged messages.
(cf. figure 3). For these dependencies, we define two different
functions: τ : T → 2M such that τ(t) = {m | ∃t′.(t,m, t′) ∈
E}, and ρ : M → T such that ρ(m) = t′ for (t,m, t′) ∈ E,
where τ describes the set of messages m ∈ M triggered
by a task t, and ρ describes for each message m ∈ M
the corresponding receiving task t′ ∈ T . Furthermore, each
task may have an annotated criticality, w.r.t. different safety
integrity levels (SIL) as used, e.g., in [15].

A computation resource may execute a set of concurrent
tasks, that is, tasks that can overlap in time. These computation
resources are called cores. Let C = {c0, c1, ..., cm} be a set of
cores. Furthermore, let η : C → 2T be a function that assigns
to every core a set of tasks running on it. A set of buses B
is used to transport messages between cores. For simplicity
reasons, in the following we focus on a single communication
resource – i.e., B = {b} – that can be used by all computing
resources.

We specify an off-chip shared memory resource (MEM )
as it is common in most multicore systems. This memory can
be used by different applications located on different cores,
and enables message passing between different cores of C.

Using the definitions and notations above, we are
able to define a scheduling system as a tuple S =
〈T,M,C,B,MEM , η, ρ, τ〉, where T is the set of tasks, M is
the set of messages, C the set of cores, B the bus in the system,
and MEM the shared memory resource. The precedence
relation imposed by the precedence graph G is defined by
the dependencies of τ and ρ. Allocations of tasks to cores



are defined by η. As described in more detail in Section III,
the computational model used in our approach S uses a timed
model, where all computational activities and communications
take logically a fixed amount of time, regardless of whether
they actually need less time to execute. As discussed in Section
IV, the objective of the deployment and schedule synthesis is
to find an allocation of tasks and messages to resources such
that an optimal overall end-to-end latency is guaranteed.

B. Satisfiability Modulo Theories

Satisfiability Modulo Theories (SMT) enables checking the
satisfiability of logical formulas over one or more theories.
SMT combines the boolean satisfiability with other back-
ground theories, such as, linear arithmetic, arrays, uninter-
preted functions, etc. (cf. [16]). Thus, the well-known con-
straint satisfaction problem of propositional satisfiability SAT,
where the goal is to decide whether a formula over boolean
variables can be made true by choosing true/false
values for its variables, is extended by more expressive logics
such as first-order logic. First-order logic formulas consists
of logical connectivities, variables, quantifiers, functions and
predicate symbols. In SMT, interpretations of some symbols
are constrained by a background theory (e.g. linear arithmetics,
etc.). SMT provides a model as a solution. This model consists
of interpretations for the variable, function and predicate
symbols that makes the formula true. Finding optimized
solutions requires either some meta-search techniques or the
usage of retractable assertions, enabling for a simple re-
execution. We will demonstrate a binary search on top of the
provided solution. Further information on satisfiability modulo
theories can be found in [16].

III. THE AUTOFOCUS 3 DEVELOPMENT TOOL

This section provides information about AUTOFOCUS 3 ,
a tool for the model-based development of embedded systems.
First, we describe the semantics (incl. model of computation,
component semantics), then we explain the layers of abstrac-
tion needed for the generation of deployments and schedules.

A. AUTOFOCUS 3 Semantics

AUTOFOCUS 3 uses a message-based, discrete-time com-
munication scheme as its core semantic model. In the AUT-
OFOCUS 3 approach, systems are model using networks
of components, with these components communicating via
messages. Messages are exchanged synchronized with respect
to a global, discrete time base. This computational model
supports a high degree of modularity. The discrete time base
abstracts from implementation details such as detailed timing
or communication mechanisms because the usage of timing in-
formation below that chosen granularity of observable discrete
clock ticks is avoided. The message-based time-synchronous
communication model caters for both periodic and sporadic
communication behavior.

Furthermore, AUTOFOCUS 3 provides different compo-
nent semantics with respect to timing: the notion of strong
and weak causality. As AUTOFOCUS 3 uses a global, discrete
notion of time, time advances in discrete logical units and
every component is synchronized on this global clock tick,At
the beginning of each such computation step, each atomic

Fig. 1. Graphical representation of AUTOFOCUS 3 logical architecture

component reads its input values and produces output values
depending on its specified behavior. Strong causality implies
that the output of each component becomes available at the
beginning of the next global tick. This corresponds to the delay
of one logical time unit. In contrast, weak causality implies
that the reaction on a given input occurs instantaneously
without a time delay. This corresponds to the perfect synchrony
hypothesis – e.g., used in Simulink – where the current output
of a time step depends on the current input.

B. AUTOFOCUS 3 Layers of Abstraction

An AUTOFOCUS 3 system model is divided into several
models, that provides different levels of abstractions. For
deployment and schedule generation, the levels of the logical
and the technical architectures are most relevant.

The logical architecture of a system (see Figure 1) is
defined by means of logical components communicating via
channels. Each component exposes defined input and output
interfaces to its environment, either to other components or to
the system environment. These interfaces are specified via a
set of typed, input (empty circles in Figure 1) or output ports
(filled circles in Figure 1). Components are interconnected by
linking their respective ports via channels. Like ports, channels
are directed, defining a sender/receiver relation between the
linked components.

Figure 1 shows the logical architecture of a simple example
that is used through this paper to illustrate the presented
approach. We consider a set of AUTOFOCUS 3 components
Comp = {C0, C1, C2, C3} and a set of channels Ch =
{Ch0, Ch1, Ch2, Ch3} that connect the number of output and
input ports in order to describe the communication paths of the
given architecture.

Fig. 2. Graphical representation of AUTOFOCUS 3 technical architecture



The technical architecture describes a hardware topology
that is composed of hardware units: cores, hardware ports
(sensors or actuators), busses, and a shared memory. Figure
2 illustrates such a hardware topolgy, with two cores and a
shared memory, interconnected via a single bus.

Finally, AUTOFOCUS 3 allows to specify a deployment
by mapping elements from the logical to elements of the
technical architecture, e.g., components to cores. In approach
presented here, instead of defining it manually, the deployment
will by synthesized. A combined use is still possible, meaning
to manually define a partial deployment and automatically
synthesize a mapping for the unallocated components.

IV. OBJECTIVE

Our objective is to demonstrate that the problem of finding
an optimized system architecture, meaning finding suitable
(safety-related) deployments and its corresponding time sched-
ules can be solved jointly end efficiently. Therefore, the goal
is to find a task and message allocation that respects resource
and criticality constraints and optimizes the duration of a
communication round. This allocation includes the spatial
allocation of tasks and messages in form of their deployment
to hardware resources, considering local memory constraints
of given cores and safety integrity level requirements for tasks.
Furthermore, it includes the temporal allocation of tasks and
messages in form of a calculated schedule that guarantees a
predictable real-time communication conforming to the given
precedence constraints of AUTOFOCUS 3 strong- and weak-
causal components.

The problem can be described follows: The joint de-
ployment and scheduling problem consists of determining a
suitable allocation of task to cores including task and message
schedules for each core, bus , and memory allocation, such that
the corresponding schedules meets all timing constraints. Thus,
besides the allocation of tasks and messages (η), starting times
for all tasks in T and all messages in M are determined, using
a non-preemptive schedule, such that the complete schedule
does not exceed a given time bound. This schedule calculates
for each task ti ∈ T and the set τ(ti) = {m1, . . . ,mk} of
messages sent by this task the tuple

γi = 〈s(ti), {s(m1), . . . , s(mk)}〉,

such that all temporal precedence relations in G defined by τ
and ρ are met. s(ti) corresponds to the starting time of ti ∈ T ,
and s(mk) corresponds to the starting times of all messages
m ∈M in τ(ti).

The presented approach calculates such a schedule γ, based
on a deployment η that fulfills the requirement of optimizing
the global discrete time base. We specify this time base
duration as the length l = max ti,tj∈T (f(ti) − s(tj)), where
f(ti) represents the finishing time of a task ti and s(tj) is the
starting time of tj .

Thus, in this paper two things will be demonstrated:

First, the approach provides a formalization of the joint
deployment and scheduling problem efficiently, by using state-
of-the-art SMT solvers (e.g. YICES, CVC, Z3). On the one
hand, the solution entails an (safety-related) allocation of task
to cores (η). This is done with respect to local memory

constraints of given cores and safety integrity level require-
ments for tasks to support separation of mixed - criticality
systems. Furthermore, the solution includes a generated task
and message schedule. This includes the order of tasks and
messages, defined by precedence relations, leading to a proper
task schedule (sequence and starting time of the different tasks
based on their weak or strong causal semantic), as well as a
message schedule (order of read and write access to the shared
memory via busses).

Second, we demonstrate how this approach can be used
in a model-based approach using tools like AUTOFOCUS 3 ,
ASCET, or Simulink, by supporting the implementation of a
logical component model on a technical hardware platform. On
the logical level, models like the AUTOFOCUS 3 component
models use a model of computation with a discrete time base
that abstracts from implementation details such as detailed
timing or communication mechanisms. Here, our approach
synthesizes information to implement the abstract behavior in a
trustworthy fashion below the chosen granularity of observable
discrete clock ticks. These timing information includes all
information related to the given scheduling problem, e.g. the
ordering of tasks and messages, starting times of tasks and
messages, as well as information concerning shared memory
access (read/write) times.

V. GENERATING THE SCHEDULING MODEL

This section describes how we generate a scheduling
system model S, as defined in section II-A. In order to
calculate a scheduling model, we gather information from the
logical architecture as well as the technical architecture of
AUTOFOCUS 3 models.

Based on the logical and technical architecture of an
AUTOFOCUS 3 model, we are able to abstract the scheduling
model that is used for the given scheduling approach. The
logical architecture provides a set of components that, in
general, corresponds to a set of tasks, and a set of channels
that corresponds to a set of messages, and thus together from
a corresponding precedence graph. The technical architecture
provides the hardware resources (e.g. number of cores, busses
and the shared memory).

Fig. 3. Graphical Visualization of a precedence graph G

Using these informations, we generate a scheduling model
for the simple example presented in Figure 1 as a set of tasks
T = {t0, t1, t2, t3}, a set of messages M = {m0,m1,m2,m3}
and a set of cores C = {c0, c1}. A potential allocation of task
to cores can be described by η(c0) = {t0, t3} and η(c1) =
{t1, t2}. However, this allocation is not required for the given
approach, as we propose to find an optimized allocation of



tasks to cores, w.r.t. local memory constraints by the cores
and mixed-criticality application constraints.

Furthermore, the precedence relation is specified: τ(t0) =
{m0,m1}, τ(t1) = {m2}, τ(t2) = {m3}, τ(t3) = {} and
ρ(m0) = {t1}, ρ(m1) = {t2}, ρ(m2) = {t3} and ρ(m3) =
{t3}.

The extracted scheduling model can be graphically rep-
resented by an extended precedence graph G (as defined in
section II-A) as shown in figure 3.

VI. SMT - BASED DEPLOYMENT AND SCHEDULING
SYNTHESIS

As mentioned in Section I, we present an approach for
jointly generating (safety-related) deployments for multicore
architectures using a shared memory (based on different
SIL levels) and their corresponding schedules. The presented
approach uses a formalization for this joint generation of
deployments and schedules, consequently leading to a much
higher class of complexity than single scheduling synthesis.

We formalize this problem as a satisfiability problem
using boolean formulas and linear arithmetical constraints.
We demonstrate that efficient SMT solvers can be used for
finding deployments of functions to cores w.r.t. schedulability
rules, allocated SIL-levels and soft- and hardware memory
constraints.

A. SMT Solver YICES

YICES [17] is an efficient SMT solver developed at SRI
International (http://yices.csl.sri.com). It supports
a combination of first-order theories, such as arithmetics, unin-
terpreted functions with equality, bit vectors, arrays, recursive
datatypes, and more. YICES is able to solve classical SMT
problems, namely it decides the satisfiability of proposition-
ally complex formulas in such theories. Further information
concerning YICES architecture and algorithms can be found
in [18].

B. Translation to YICES

We propose to solve the defined problem, as formulated
in section II-A by using an SMT solver. Therefore, we need
to encode the joint scheduling and deployment problem as a
decision problem using boolean formulas with linear arithmetic
constraints in order to check the validity. The scheduling
problem comprises to find a valid deployment of task to cores,
w.r.t. the given constraints. By finding a valid solution, we
are then able to generate a deployment and its corresponding
schedule that comply to the requirements of an optimized
global discrete time base l, as defined in section IV.

With respect to this goal of finding a deployment including
an optimized task and message schedule based on AUTO-
FOCUS 3 semantic, we implement a binary search fining
the shortest latency possible. Using this binary search as
meta search strategy, latency can bounded, making quantifier
instantiation terminating, and thus the approach applicable,
with respect to boundedness.

1) Assumptions: Our target is to demonstrate that suitable
system architectures can be generated efficiently. A suitable
system architecture (in our case) includes a safety-oriented
deployment and its corresponding time schedule. In order to
meet this objective, we need to generate a task and message
schedule, meaning to calculate starting times for all tasks t ∈ T
and messages m ∈ M , including valid allocation of tasks to
cores (e.g. ti,core = {corei}, where ti ∈ T and corei ∈ C).
The following assumptions are used in this paper:

• The precedence graph is defined a priori. The assign-
ments (τ : T → 2M and ρ : M → T ) are defined as
well. Preemption of tasks is not considered.

• As messages are input respectively outputs of a certain
task (corresponding to the given precedence graph
G), the precedence relations have to be guaranteed,
according the their causality.

• As each message m ∈ M is transferred via a write
and read operation in and out of the shared memory
MEM , we distinguish between a write and read part
for each message m ∈M .

• The time which is estimated as communication du-
ration for each write and read message m ∈ M
corresponds to the time for transmitting it over the bus
and writing it into the shared memory. The read and
write operations are accumulated as task computation
time.

Furthermore, while the developed approach does not rely on
the following restrictions, in the following for simplification
purposes, we expect the computing resources (cores) in the
system to be identical concerning computation speed, and only
use a single communication bus B and a single shared memory
MEM .

2) Definitions: The given precedence graph G , as specified
in section II-A, comprises several elements: a set of cores, a
set of tasks and a set of messages. Thus, we begin by defining
type declarations for these precedence graph elements in
YICES.

Definition 1 (Tasks): A task type specification is done
using a set of properties in a dedicated data structure that is
defined as a record type in YICES input language, as follows:

(define-type TASKS (record
start_time :: nat
computation_time :: nat
complete_time :: nat
core :: cores
sil::ASIL
ram::nat))

The defined task record stores parameters of a single
executable task ti. The variable start time defines the
starting, computation time the given computation duration
and complete time the finishing time of a certain task. The
variable core represents the core on the multi-core chip a task
is allocated to. Furthermore, each task has a dedicated safety
integrity level (sil) and needs a certain amount of memory



(ram).

Definition 2 (Messages): We specify a message type by
using a message record (comparable to Definition 2) that
stores the parameter information of a single message mi. The
variable start time stores the starting time of a message.
The communication duration stores the given transmission
duration and the complete time stores the finishing time of
a message.

(define-type MESSAGES (record
start_time :: nat
communication_duration :: nat
complete_time :: nat))

Definition 3 (Cores): The set of cores is defined as
C = {c1, . . . , cs}. All cores c ∈ C. This set of cores can
be specified using a scalar:

define-type CORES (scalar 1 2 ... s))

, where 1, 2, ..., s complies to the size of the set C. A
record definition, comparable to tasks and messages defines
further properties of a core, e.g. a dedicated safety integrity
level, w.r.t. a standard (sil::ASIL). We use scalar coding
instead of a subrange types, because this leads to a reduction
of decisions by a factor of 100. The set of tasks T and
messages M is specified comparatively.

3) Assertions:
In the following, we describe the assertions used to solve the
given problem.

Assertion 1 (Scheduling Attributes):

As tasks and messages have certain computation or com-
munication times, we need to define these durations as param-
eters. The goal is to effectively generate optimized and safety-
related deployments, w.r.t. design rules given by the safety
standards. Therefore, a set of additional attributes is needed,
w.r.t. safety and memory consumption. These attributes are
defined a priori and can be described as follows:
|= ti.computation_t = s,
|= ti.sil = t,
|= ti.ram = u,
|= mi.communication_duration = v
, where ti,sil comprises the safety integrity level, ti,ram the
necessary memory used by this task and s, t, u, v are the
concrete use case-related values.

Assertion 2 (Task Allocation):

Task computation times need to be disjoint, if tasks are
allocated to the same computing resource (core), meaning there
is only one task at most that is currently using the resource at
a time.

6|= ∃ t (t ∈ Time) (
ti.start_time ≤ t < ti.complete_time ∧
tj.start_time < t ≤ tj.complete_time ∧
ti.core = tj.core ∧ ti 6= tj)

We make use of YICES quantifiers for specifying this
constraint:

(assert (forall (t1::TASKID t2::TASKID) (or
(or (or ((= t1 t2)
(/ = (select (tasks t1) node) (select (tasks
t2) node)))
(>= (select (tasks t1) start_time) (select
(tasks t2) complete_time)))
(>= (select (tasks t2) start_time) (select
(tasks t1) complete_time)))))

Assertion 3 (Precedence Graph):

The goal is to calculate a schedule, where all precedence
relations defined in τ(tsend) = {mi write} and ρ(mi read) =
{trec} are met. The causality of a task is important in that
context. Therefore, a task (tsend) derived from a weak-causal
AUTOFOCUS 3 component should meet the following timing
constraints: The complete time of this task (tsend) and the
start time of the write - part of a message (mi) (indicated as
mi write) should be equal and the complete time of the read
- part of this message should be less or equal to the start time
of the receiver task (trec). Note that write and read - part
of a message can be timely separated, as this is one of the
characteristics using shared memory systems:

|= (mi_write.start_time = tsend.complete_time) ∧
(mi_read.complete_time ≤ trec.start_time),

, where message mi write,mi read ∈ M and
tsend, trec ∈ T . We make use of lambda expressions, to
denote unnamed functions like this:
(define LINK :: (-> TASKID MESSAGEID MESSAGEID
TASKID) (lambda
( source:: TASKID messageSEND:: MESSAGEID
messageREC:: MESSAGEID target:: TASKID)
(... expression)

, where [expression] realizes the arithmetic constraints
specified above.

In case a sender task (tsend) is derived from a strong-causal
AUTOFOCUS 3 component this semantic intends a different
behavior: The complete time of the sender task (tsend) should
be greater or equal to the start time of the message (mi write).

|= (mi_write.start_time >= tsend.complete_time)

, where message mi write ∈M and tsend ∈ T . The imple-
mentation in YICES is comparable to the previous one. Using
these different semantics (strong and weak - causal) implies
that the design space varies with respect to the possibilities
given by the message allocation and causality.

Assertion 4 (Message Allocations): A disjoint access of
messages to a shared communication resource needs to be
guaranteed, meaning there is only one message at a time, that
can be transmitted and written into the shared memory:

6|= ∃ t (t ∈ Time) (
mi.start_time ≤ t < mi.complete_time ∧
mj.start_time < t ≤ mj.complete_time ∧ mi 6=
mj)

In case task tsend and task trec are allocated to the
same computing resource, the complete time of each task is
calculated as follows:



mi.complete_time = mi.start_time

iff: tsend.core = trec.core
In case sender task tsend and receiver task trec are allocated to
different computing resources, the complete time is calculated
as follows:

mi.complete_time = mi.start_time+
mi.communication_duration

iff: tsend.core 6= trec.core

We use a function of YICES input language to specify this
calculation:

(define DURATION :: (-> TASKID MESSAGEid
TASKID) (lambda
( source:: TASKID messageSEND:: MESSAGEID
messageREC:: MESSAGEID target:: TASKID)
(if (= (select (tasks source) node) (select
(tasks target) node))
(select (messges message) start_time)
(+ (select (messages message)
start_time) (select (messages message)
computation_time)))))

Furthermore, local memory is needed by the set of tasks
T on their allocated cores C. Thus, a core corei provides
enough memory for all tasks ti that are allocated to this core.
We specify this constraint using a comparable functions as the
link function specified previously.

Assertion 6 (Safety Integrity Level)

In order to provide a formalization of the joint generation
of schedules and safety-critical deployments, we use SIL-
annotations of components, to specify deployment constraints:

|= (ti,sil <= corei,sil)

, where task ti,sil comprises to all task ti ∈ T with
η(corei) = {ti}, meaning all tasks that are allocated to the
core corei ∈ C:

(assert (forall (t:: TASKID) (<= (select
(tasks t) sil)
(select (nodes (select (tasks t) node))
sil))))

∀ ti ∈ T | η(corei) = {ti}

C. (Correctness) Properties

Finally, given system requirements are specified as a cor-
rectness property for the given SMT - based joint scheduling
and deployment generation approach. As described in section
IV, we specify the global discrete time base as a length | l |.
The calculated deployment should contain a schedule using
this length | l | (e.g. 100 time units).

(assert (<= (- endLatency startLatency) 100))

The check command is used to check whether the current
logical context is satisfiable or not. If the joint problem of
deployment and scheduling is satisfiable using the constraints
imposed by the given end-to-end system requirement, a solu-
tion model is given.

VII. EXAMPLE USE-CASE

In the following we present an automotive use case to
demonstrate the usability of the presented approach using a
real world example.

A. Adaptive Cruise Control (ACC) - System

The Adaptive Cruise Control (ACC) is an automotive use
case. The ACC automatically adjusts the traveling speed of an
automotive vehicle by controlling the acceleration and break-
ing momentum, based on a driver-defined reference speed,
the current speed as well as the distance to a (possibly
present) leading vehicle. Figure 4 shows the architecture of
the application using AUTOFOCUS 3 , consisting of 5 main
components (speed and distance plausibilization; speed- and
distance-based control; (de-)acceleration computation).

As stated in section III-A, AUTOFOCUS 3 provides dif-
ferent component semantic with respect to timing: the notion
of strong and weak causality. This approach supports both of
them. Therefore, we specify all components as weak-causal,
except of one component, named ”Distance Plausibilization”.
This component is specified as strong-causal. Furthermore,
there are different levels of criticality. Component ”Distance
Plausibilization” and component ”Speed Plausibilization” have
an annotated safety integrity level (SIL) of 2, while all other
components are of SIL 1, meaning having a higher criticality
level.

Fig. 4. Automotive Use Case: Adaptive Cruise Control (ACC)

The figure 4 describes the way how the ACC system is
modeled using AUTOFOCUS 3 .

B. ACC Schedule Synthesis

We demonstrate the proposed approach by using the AUT-
OFOCUS 3 system model of the ACC from the previous
section. This model is transformed into a scheduling model
represented by an extended precedence graph G , as presented
in section II-A and V). We use the scheduling model as a basis
for the presented SMT-based scheduling approach.

For the given ACC use case, we generate a set of 5 tasks
T = {tSpeedP lausibilization, tDistanceP lausibilization, ...
, tAccerlation} according to the given components and a set
of 13 messages M = {mSensSpeed, ... ,mCmdAcc}. Further-
more, based on the technical architecture of the ACC, we
generate to 2 cores C = {core1, core2}, a shared memorey
MEM and an avalon bus B.



As a next step, assertions that are generated, w.r.t.
the defined system attributes, e.g. the computation time
(computation_time) or the different safety integrity levels
(SIL) for each task. This is done for all elements in the
scheduling model.

The YICES assert command is used for specifying the
system attributes:

(assert (= (select (task
SpeedPlausibilization) computation_time) 10))
(assert (= (select (task
SpeedPlausibilization) sil) 1))
...
(assert (= (select (m CurSpeed)
communication_duration) 2))
...

In a next step, we define constraints that are imposed by
precedence relations defined in the generated precedence graph
G. As tasks and messages cannot be scheduled in an arbitrary
order, precedence relations are defined by the functions τ and ρ
(cf. section II-A) are used to guarantee all precedence relations
in G (e.g. τ(tDistanceP lausibilization) = {mCurSpeed} and
ρ(mCurSpeed) = {tDistanceControl}).

As a system requirement, the goal is to minimize the logical
tick duration | l |. Therefore, we demand for a schedule with
a latency of less than 100 time units (cf. section VI-C).

C. Satisfied Solution Model

The function of a SMT solver is to check the satisfiability
of logical formulas over one or more theories. The solution
model provided by the SMT solver is a valid deployment for
the given deployment problem under consideration. However,
the SMT solver outputs one solution that fulfills the defined
constraints. A valid solution, a model, consists of interpreta-
tions for the variables, functions and predicate symbols that
makes the formula true. For analysis and demonstration of
operation, we invoke YICES on the given Adaptive Cruise
Control (ACC) - System.

Solution Model given by YICES SMT - Solver:

(= duration 34)
(= (task DistancePlausibilization)
(mk-record
start_time :: 0
computation_time :: 10
core :: 0))
ram :: 250
sil :: 1
(= (task SpeedPlausibilization)
(mk-record
start_time :: 12
computation_time :: 10
core :: 0))
ram :: 100
sil :: 1
...

(= (message CurSpeed_write
(mk-record

start_time :: 22
communication_duration :: 2
(= (message CurDist
...

The solution model comprises all defined elements.
This includes a solution for the defined task and message
scheduling problem Furthermore, the following allocation
of tasks to cores has been generated, w.r.t. a priori defined
safety integrity level and memory constraints: η(core0) =
{tDistanceP lausibilization, tSpeedP lausibilization} and
η(core1) = {tSpeedControl, tDistanceControl, tAcceleration}.

Fig. 5. Optimized Schedule of Active Cruise Control

For instance, task tDistanceP lausibilization has a calculated
starting time of 0 time units. Task tSpeedP lausibilization

starts at 12 time units and is allocated to core core0. Message
mCurSpeed write, for instance, has an allocated starting time
of 22 time units.

Thus, based on the solution model provided, we are able
to extract an integrated task and message schedule γ = {ti 7→
γi,∀ti ∈ T} that is integrated into the AUTOFOCUS 3 system
model.

γ = {tSpeedP lausibilization 7→ 〈12, {22, 0}〉,
{tDistanceP lausibilization 7→ 〈0, {10, 12}〉,
{tSpeedControl 7→ 〈2, {}〉,
{tDistanceControl 7→ 〈14, {}〉
{tAcceleration 7→ 〈24, {}〉}

The calculated schedule is illustrated in figure 5. As
explained in section II, tasks tSpeedP lausibilization and
tDistanceP lausibilization are allocated to the same core core0.
The other tasks are allocated to the core core1 Hence, the
execution ordering needs to be disjoint for that node.

Thus, the optimized global discrete time base l for the
given AUTOFOCUS 3 system model under consideration is
calculated with 34 time units. YICES SMT Solver needs less
than 100 msec to calculate a valid solution. Using a binary
search for optimizing the duration | l | of the global discrete
time base, YICES uses less than 1 sec.

VIII. ANALYSIS AND RESULTS

For experimental evaluation of the presented scheduling
approach, we define a set of experiments. This set is used to
analyze the usability of the developed approach with respect
to performance and scalability.

Therefore, we implemented a precedence graph generator
that provides various graphs that differ in size and structure.
We considered randomly generated graph architectures con-
sisting of 5, 10, 15, ... up to 70 tasks, investigating a scenario



where up to 3 tasks are assigned to one core. 5 precedence
graphs are generated for each dimension. Thus, a total number
of 70 graphs were used for experimental evaluation. Compu-
tation times of tasks and communication duration of messages
were assigned randomly based on standard deviation.

Each result in the table complies to average values. The
SMT solver outputs solutions including schedules that comply
to the certain end-to-end latencies. In order to obtain optimal
solutions, w.r.t. minimizing the end-to-end latency (cf. section
VI-B), we introduce a binary search strategy, that iteratively
finds an optimal solution under consideration. Thus, the cal-
culated (average) values presented here, correspond to optimal
solutions using the binary search algorithm.

Tasks Time [sec] Decisions Conflicts
10 0,3 5254 465
20 26,4 114240 4536
30 529,7 734904 17689
40 3370,7 2260532 38695
50 151918 6659258 81795
60 40799,2 14368079 140448
70 106066,3 22081953 176772

YICES outputs a set of properties for the given AUTOFO-
CUS 3 model, that can be used to analyze the given approach
(e.g. number of decisions, number of conflicts, computation
time). The table depicts all measures average values for the
given experimental evaluation.

Fig. 6. Exponential growth of running time

By increasing the number of tasks in the precedence
graph, while leaving the previously defined settings unchanged,
it could be demonstrated that running time for finding an
optimal solution growth exponentially. The presented approach
is able to calculated optimal schedules for precedence graphs
consisting out of 70 tasks. The number of decisions used by the
SMT solver in order to find an optimal solution is increasing
exponentially as well.

IX. CONCLUSION AND FUTURE WORK

In this paper, we have presented an approach to the
combined synthesis of deployments and task and message

schedules that respects limitations of computation and commu-
nication resources, criticality levels, and optimizes real-time
behavior. This paper demonstrates that state-of-the-art SMT
solvers – in our case YICES – can be used to generate these
deployments and schedules by formalizing the deployment and
scheduling problems correspondingly.

Experiments with this technique for task and message
scheduling for an already given deployment have shown that
a state-of-the-art SMT solver can be used to efficiently solve
problems of industrial size (about 50 tasks, 15 computation
nodes in about 4 hours on standard hardware). Since in
general in practical applications already partial constrainted
deployments are given, we also expect that this more general
approach presented here scales to practical sizes of problems.

Nevertheless, to boost efficiency, current work deals with
the optimization of the solving strategy, e.g., by reusing parts
of the solution context during binary search for the minimal
cycle length.

Furthermore, deployment and schedule generation is
mostly performed in an iterative fashion – getting a potential
solution suggested by the tool chain, which then gets modified
and weakened and re-completed. While generally supported
by our formalization, the AUTOFOCUS 3 front-end has to be
adapted to meet such an approach.
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